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Individuals facing uncertainty frequently use information at varying levels of (dis)aggregation
about others’ realized outcomes in similar environments to form subjective beliefs about their
own prospects. The use of disaggregated information introduces another level of subjectivity: the
individual’s beliefs about the informativeness of signals based on the category to which they pertain.
In this paper, I experimentally study individual belief updating in contexts where outcomes do not
meaningfully diﬀer across categories. I find consistent evidence of a bias: individuals incorrectly
assume that information about someone in a particular category is more informative about the
prospects of others in the same category than about others in diﬀerent categories, even when they
directly observe the underlying process that assigns individual prospects. As a result, when they
receive noisy disaggregated information, their posterior frequently features exaggerated diﬀerences
across categories, especially when the information reinforces a preexisting misperception in their
prior. When these incorrect beliefs pertain to their own category, individuals subsequently acting
on these beliefs take on a diﬀerent level of risk than their risk preferences imply they would if their
beliefs had been correct. These results suggest that providers of information that may influence individuals’ risky behaviors should carefully select a level of (dis)aggregation which balances personal
relevance with statistical precision.
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Introduction

Many real-world decisions involving uncertainty require the decision maker to base their choices
on a subjectively perceived likelihood of each possible outcome. These decisions arise in a variety
of contexts and are often consequential: an undergraduate’s choice of major is influenced by their
beliefs about the most likely subsequent employment and salary outcomes; a home buyer’s choice
of neighborhood is influenced by their belief about the likelihood of being a victim of a crime
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or a natural disaster; and an individual’s choice of whether to wear a mask in public during a
pandemic is influenced by their belief about their risk of exposure to disease. In all of these
cases, the individual cannot observe their own true probability distribution over outcomes prior to
making a decision. Instead, they must form a belief about this probability distribution based on the
information available to them, including the observable outcomes of others who have already gone
through a similar situation. The formation and validity of subjective probabilities have long been of
interest to economists and psychologists (e.g., Bassett and Lumsdaine 2001, Cerroni 2020, Chiodo
2004, Epstein and Zhang 2001, Hurd 2009, Hurd and McGarry 2002, Kahneman and Tversky 1972,
Kieren and Weber 2021, Tversky and Kahneman 1974).
When investigating others’ realized outcomes in the same decision environment to guide their
beliefs about their own prospects, the decision maker may encounter information at varying levels
of (dis)aggregation, with categories frequently defined by either demographics, geographic location,
or other identifying characteristics. The relative value of aggregated and disaggregated information
with a fixed sample size is based on a tradeoﬀ between bias and variance; disaggregating statistics
explicitly accounts for heterogeneity across categories (i.e., reducing omitted variable bias), but at
the cost of increased variance when each category is a proper subset of the full sample. Thus to
eﬀectively incorporate disaggregated information into their beliefs about their own prospects, the
decision maker must have well-calibrated beliefs about this tradeoﬀ, weighing the gain in personal
relevance from focusing on the outcomes of those in the same category (i.e., the extent to which
membership in a particular category predicts one’s outcomes) against the increased likelihood of
observing signals skewed by noise.
In this paper, I conduct a tightly controlled lab experiment and companion survey on health
outcomes which demonstrate that individuals have biased beliefs about the informativeness of disaggregated information. In particular, when outcomes do not significantly diﬀer across the categories
by which information is disaggregated, individuals nonetheless appear to believe that information
about a particular category is highly informative about the prospects of individuals in that category
and significantly less (or, in some cases, not at all) informative about the prospects of individuals
in other categories. Remarkably, this is true even when individuals directly observe the underlying process which generates individual prospects prior to receiving disaggregated information,
suggesting that this way of thinking is a heuristic which individuals apply whether or not there
is a plausible reason to believe outcomes diﬀer across categories. As a result, observing noisy disaggregated information frequently results in posterior beliefs which exaggerate the diﬀerences in
outcomes between categories, especially when the information pertains to the individual’s own category and/or reinforces a preexisting error in the individual’s prior. When this leads the individual
to have incorrect beliefs about their own prospects, they subsequently take on a diﬀerent level of
risk than they likely would have if their beliefs had been correct.
The results of this paper are informative for economic theory, as they suggest a benefit of
modeling an additional layer of subjective beliefs that is not typically considered in models of decision making under uncertainty: their beliefs about the (relative) informativeness of information
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about others. When using disaggregated information about others to form beliefs about their own
prospects, the decision maker applies a subjective belief about the correlations between categories;
each subjective correlation implies a weight the individual should apply to information about others
in that category. Prior literature on correlation neglect (Ellis and Piccione 2017, Enke and Zimmermann 2019, Kallir and Sonsino 2009, Levy and Razin 2015a,b) suggests individuals frequently
underestimate or ignore such correlations. However, the results of this paper suggest errors in correlation perception in both directions: individuals underestimate correlations across categories and
overestimate correlations within categories. In other words, individuals appear to believe they are
more diﬀerent from others in diﬀerent categories and more similar to others in the same category
than they actually are. This finding is consistent with models of object categorization from psychology. In particular, Gestalt theory (Ellis 1938, Wertheimer 1938) posits that individuals tend
to group together objects that appear similar in some observable characteristic, and contemporary
experiments in sensory perception have found evidence in favor of this hypothesis in the visual,
auditory, and tactile domains (Gallace and Spence 2011, Wagemans et al. 2012). Theories of social
categorization in social psychology (Allport 1924, Campbell 1958, Krueger and DiDonato 2008,
Tajfel et al. 1971, Turner et al. 1987) similarly hypothesize that individuals tend to place other
individuals in groups based on shared social identities. Using the language of this literature, the
results of this paper suggest a perception of false consensus among outcomes within a category and
false uniqueness across categories (Mullen et al. 1992, Perloﬀ and Brickman 1982, Ross et al. 1977,
Suls and Wan 1987).
The findings of the paper are also relevant for policy, suggesting additional, psychological factors to be considered by policy makers when choosing how to provide information. Providing
disaggregated information may seem to oﬀer a benefit in terms of making this more personally
relevant for decision makers, with little downside if individuals are assumed to correctly account
for the additional noise that comes from disaggregated information. Indeed, potential benefits of
the increased personal relevance of information about others who share an observable characteristic with the decision maker have been demonstrated in recent research on “nudges” involving
disaggregated information, such as notifying individuals about their energy consumption relative
to their neighbors to encourage conservation (Allcott and Rogers 2014), intentionally featuring
spokespeople who openly share characteristics with the target population in a public health campaign (Keene et al. 2021), and using information about fellow students to correct misperceptions
in the frequency of alcohol consumption among college students (Neighbors et al. 2004, 2006). If,
instead, people strongly underestimate noise, and furthermore systematically overestimate the extent to which variation across diﬀerent categories reflects diﬀerences in common unobserved risk,
then disaggregated information may be detrimental. This is especially true because the results of
this paper suggest individuals update their beliefs based on these misperceptions even in the ideal
scenario where the underlying process which assigns individual prospects is explained to them prior
to observing the information. In most real-world scenarios, this data-generating process is at best
imperfectly observable, meaning there is even less discouragement of over-inferring from observable
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characteristics in disaggregated data.
The experiment requires participants to guess an unobserved parameter X which has been
randomly assigned to them, and subsequently choose between a range of possible sure payments
and entry into a lottery with X chance of winning $5. Participants are fully aware of how X is
determined, but they do not observe their assigned X at any point in the experiment. In this
way, the experiment emulates real-world risky environments in which the exact probability of each
outcome is unknown. It also deliberately creates an environment in which there is no rational
reason for participants to believe that prospects are significantly correlated within-category.
Prior to making their guess and decision, participants are shown the outcomes (win or loss) of
six “test runs” of the lottery using the respective assigned X values for six other individuals in
the session, three in-group (defined in this context as individuals who share their gender identity)
and three out-group. Because X is randomly assigned, this signal has zero informational content
and should be disregarded. Despite this, prior literature suggests many will update their beliefs
based on it (Chadd et al. 2021, Flepp 2021, Kieren and Weber 2021, Nimark and Sundaresan 2019).
Conditional on treating the signal as informative, it is in participants’ best interest to ignore the
group labeling; segregating the information by group decreases the eﬀective sample size (thereby
increasing the influence of noise) without increasing the relevance of the information.2
The results suggest a systematic overestimation of in-group correlations and underestimation
of correlations between groups. While observing an additional in-group test run win increases an
individual’s guess of their own X by 10 percentage points and their certainty equivalent of the lottery
(i.e., price list switching point) by $0.22 on average, observing an additional out-group test run win
has no significant eﬀect on either outcome. The response to in-group information is so strong that
the number of in-group test run wins observed is statistically a stronger predictor of a participant’s
certainty equivalent of the lottery than their self-reported general risk tolerance. In summary,
individuals’ beliefs about their own prospects exclusively respond to in-group information, and this
belief updating leads them to take on a diﬀerent level of risk in subsequent choices.
The results also suggest the individuals most likely to misperceive the relative informativeness
of disaggregated information are those who identify most strongly with their own category. In
particular, inspired by Chen and Li (2009) and Tajfel et al. (1971), participants in the experiment
complete an allocation task between a pair of receivers, one in-group and one out-group, and are
asked to self-report how closely attached they felt to their group throughout the experiment. The
beliefs of individuals who allocated more to the in-group receiver and/or reported a high degree
of attachment to their group during the experiment responded more strongly to the number of
observed in-group wins, while still not responding to out-group wins. This suggests a potential
intuitive mechanism for the observed results: individuals who identify more strongly with their
group are more likely to believe that, for a particular characteristic, within-category correlations
are high (i.e., a generalized “false consensus” as defined by Ross et al. (1977)) while cross-category
2
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correlations are low (i.e., a generalized “false uniqueness” (Snyder and Shenkel 1978, Suls and Wan
1987)). Given this belief, it is reasonable for an individual to respond strongly to observed in-group
outcomes while disregarding out-group outcomes.
To supplement the experimental results, I conduct an online survey which asks participants to
guess the respective prevalences of health conditions among demographic groups of individuals in
the United States. Like the experiment, the survey elicits how individuals update their beliefs after
observing noisy disaggregated signals in an environment where the true expected value is identical
for both groups. This complements the experiment in multiple ways: it includes a broader range
of categories, enabling the assessment of heterogeneity across possible types of categorization; it
pertains to information about which participants are more likely to have meaningful priors; and
it directly tests whether the results of the experiment generalize to the motivating example of
health-related beliefs.
Similar to the experiment, the survey results demonstrate that noisy disaggregated information
leads individuals to believe that outcomes diﬀer significantly across social categories when they do
not. Across four pairs of health conditions and population groups, after receiving information about
a particular category, individuals’ beliefs moved between two and ten times more for that category
than for the other category. Moreover, I find suggestive evidence that, at least in some cases, the
degree of asymmetric updating is larger among individuals who received information about their
own category. In other words, while individuals appear to underestimate cross-category correlations
in general, they are especially likely to underestimate the correlation between their own category
and another category.
This paper contributes to the literature on the influence of categorizations, such as group
identity, on individual beliefs and behavior. Social scientists have extensively studied group-related
perceptions and behaviors, including distorted beliefs about ability and performance (Cacault and
Grieder 2019, Casoria et al. 2020, Paetzel and Sausgruber 2018, Sandberg 2018), in-group favoritism
(Ben-Ner et al. 2009, Chen and Li 2009, Grimm et al. 2017, Güth et al. 2009, Ockenfels and Werner
2014), and (mis)trust and cooperation (Ahern et al. 2014, Arbatlı et al. 2020, Delavande and Zafar
2015, Goette et al. 2006, Meier et al. 2016). This paper applies the consistent finding of bias in
favor of one’s own group to an information processing domain, hypothesizing that the assumptions
which lead individuals to favor their own group over others may also encourage them to regard
information about other groups as irrelevant to themselves, even when it is equally or even more
informative. This hypothesis is also closely related to the literature on peer eﬀects, especially in
the risk-taking domain (Bougheas et al. 2013, Gioia 2019, Lahno and Serra-Garcia 2015, Sontuoso
et al. 2021). While this literature primarily focuses on the influence of information about others’
choices on an individual’s beliefs and choices in the same domain, this paper focuses on a context
in which the information is about others’ outcomes and the choices that led to those outcomes
are unobserved. This approach more closely represents contexts in which the primary information
available is anonymous statistics, such as determining your risk of exposure to an infectious disease
or predicting your salary after graduating with a particular degree.
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The findings of this paper are also complementary to the literature on errors in information
processing. Prior literature has demonstrated that individuals update their beliefs based on information which would optimally be ignored (Chadd et al. 2021, Flepp 2021, Kieren and Weber 2021),
misperceive correlations between signals and risks (Ellis and Piccione 2017, Enke and Zimmermann
2019, Kallir and Sonsino 2009, Levy and Razin 2015a,b), and disregard or selectively interpret
sample bias and noise (Enke 2020, Hamill et al. 1980, Nimark and Sundaresan 2019, Tversky and
Kahneman 1974). This paper studies the eﬀect of these errors on disaggregated information. Each
plays a role in the findings of the experiment and survey: participants treat noisy, uninformative
information as though it is informative, neglect cross-group correlations, and treat extremely small
samples of information about a group as diagnostic.
The rest of the paper proceeds as follows. Section 2 discusses the design of the experiment.
Section 3 summarizes the results of the experiment. Section 4 describes the supplemental survey
design. Section 5 reports the results of the survey. Section 6 concludes.
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Design of Lab Experiment

A total of 232 undergraduate and graduate student participants were recruited from the Pittsburgh
Experimental Economics Laboratory (PEEL) at University of Pittsburgh in June 2020. By necessity because of the closure of in-person facilities during the COVID-19 pandemic, sessions were
conducted virtually over Zoom. Participants progressed through a series of computerized tasks
coded in oTree (Chen et al. 2016). Each session, including check-in and initial instructions, took
45-60 minutes. The experiment was preregistered with the AEA RCT Registry under trial number
AEARCTR-0007830.
At the very beginning of the experiment, participants are asked about their demographics,
including gender and age. This is done at the beginning deliberately, because participants are
subsequently placed in groups based on shared gender identity. Additionally, participants are asked
to self-report their risk preferences on a 10-point scale using the question validated by Dohmen et al.
(2011).
Prior to the decision stage, participants were told that they had been placed in a group with 3
other participants of the same gender. This was done for both practical and investigative reasons.
Gender as a grouping was well suited to the needs of the experiment, which required exact balance
between two groups formed based on shared characteristics. While the hypothesis tested by the
experiment is not specific to gender and intended to be more general, gender has also been a grouping of particular interest in related literature, which has documented systematic diﬀerences in risk
perception between men and women (Finucane et al. 2000, Flynn et al. 1994, Palmer 2003). Thus
groups based on gender were both convenient and of special interest. To avoid confounding eﬀects
from overlapping groupings, participants were not given any information about their group-mates
other than their gender, and every session contained a minimum of 8 participants of each gender
so that participants could not discern who was in their group by looking at others’ video on Zoom.
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Table 1: Example of Decision Stage Test Run Information
Your group of men’s test run results:

Other group of women’s test run results:

Man 1: Win

Woman 1: Lose

Man 2: Lose

Woman 2: Win

Man 3: Lose

Woman 3: Win

Additionally, some participants were randomly assigned to one of two priming conditions. Because
these priming conditions did not significantly influence individual behavior in the experiment and
the key results hold in the subsample that did not receive any priming, I pool the data in the
analyses presented in this paper.3

2.1

Decision Stage

In the decision stage of the experiment, participants are asked to guess an unobserved, randomly
assigned parameter X, and to choose a switching point in a price list with gradually increasing
sure payments and a fixed lottery with X chance of winning $5. Guesses are incentivized using the
binarized scoring rule (Hossain and Okui 2013), while the switching point is incentivized by implementing their choice in a randomly selected row of the price list. Following the recommendation of
Danz et al. (2020), the binarized scoring rule was not explained in detail to participants; instead,
participants were simply told that their chance of earning the bonus was based on how close their
answer was to the correct answer, and therefore it was in their best interest to report their true
best guess. Participants are informed that X is individually randomly assigned by drawing a number from the uniform distribution over integers between 0 and 100. However, participants observe
neither their own assigned X nor anyone else’s at any point in the experiment.
Prior to making their guess and choice, participants are shown the outcomes of six group-labeled
“test runs” of the lottery. Each test run uses the actual assigned X of another participant in the
session: the participant’s three group-mates, and three randomly selected individuals of a diﬀerent
gender. A visual example of actual information a participant saw in the experiment is provided in
Table 1. To rule out salience of left-column information as a confound, the order of columns was
randomized by individual so that half of the participants saw their own group on the left and the
other half saw the other group on the left.
Since X is randomly assigned through independent draws from a uniform distribution, this
information has zero informational content pertaining to the participant’s own X and should be
disregarded. Since the participant does not observe any draws based on their own X, they have
no information beyond the fact that their X was drawn from a uniform distribution over integers
between 0 and 100. Therefore the optimal guess is the expected value of the distribution, i.e., X =
50. Even if the participant erroneously interprets the information as informative about their own
X (i.e., believes that X is correlated across participants), the information comprises a very weak,
3

For more information about the priming conditions, see Appendix Section B.

7

Table 2: Decision Stage Price List
Option A

Option B

X % chance of $5, (100-X )% chance of $0

$0.50 for sure

X % chance of $5, (100-X )% chance of $0

$1.00 for sure

X % chance of $5, (100-X )% chance of $0

$1.50 for sure

X % chance of $5, (100-X )% chance of $0

$2.00 for sure

X % chance of $5, (100-X )% chance of $0

$2.50 for sure

X % chance of $5, (100-X )% chance of $0

$3.00 for sure

X % chance of $5, (100-X )% chance of $0

$3.50 for sure

X % chance of $5, (100-X )% chance of $0

$4.00 for sure

X % chance of $5, (100-X )% chance of $0

$4.50 for sure

X % chance of $5, (100-X )% chance of $0

$5.00 for sure

noisy signal about others’ assigned X ; therefore even guesses of individuals who fail to ignore the
information should be close to X = 50.
Immediately after seeing the information, participants are asked to guess their own X on a slider
between 0 and 100. After submitting this guess, participants are asked to choose a switching point
between Option A and Option B in the price list depicted in Table 2. In other words, participants
are asked to click the smallest value of Option B (the sure payment) they would prefer over Option
A (the fixed lottery with X chance of winning $5).
After guessing their own assigned X and choosing a switching point in the price list, participants
allocate $1 on a slider in increments of $0.01 between two other participants in the session: one
of their group mates (and thus of the same gender), and one randomly selected individual of a
diﬀerent gender. As in Tajfel et al. (1971) and Chen and Li (2009), this allocation task is intended
to measure an individual’s degree of in-group favoritism. Participants are not given any additional
information about their assigned receivers aside from their gender and group membership. To
eliminate concerns of retribution, participants are also reassured that their receivers will not know
their identity.
This serves as an established group bias from prior literature which is plausibly correlated with
selective attention to in-group information. While there are several potential reasons for allocating
a larger share to an in-group receiver, including social preferences, desire to follow norms, or
application of a simple heuristic, it is plausible that an individual who is influenced by group labels
in an allocation setting is also influenced by them in other decision environments in a similar way.
For example, if people allocate more to in-group receivers because they assume individuals in the
same group are similar to them, this way of thinking would likely also influence their perception
of the relevance of information about others to themselves based on their group. Alternatively, if
favoring an in-group receiver in an allocation is a heuristic as argued by Guala and Filippin (2017),
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Figure 1: Relationship Between Beliefs About X and Test Run Wins Observed
(a) Response to in-group information

(b) Response to out-group information
100

Reported belief about own X

Reported belief about own X

100

75

50

25

0

75

50

25

0
0

1

2

3

0

Number of in−group test run wins observed

1

2

3

Number of out−group test run wins observed

Notes: “Number of in-group (out-group) test run wins observed” refers to the three in-group (out-group) hypothetical draws of the lottery with X chance of winning $5 (based on others’ unobserved assigned X values) which
participants observed prior to guessing their own X. Participants were informed that these draws were for informational purposes only and did not aﬀect others’ payoﬀs. “Reported belief about own X” was reported on a slider over
integers between 0 to 100.

applying essentially the same heuristic (in the absence of other information, look for the one in my
group) to group-labeled information would imply selective attention to in-group information.
At the end of the experiment, participants complete a short survey about their experience in
the study. As a standard test of experimenter demand eﬀects, participants are asked what they
thought the experiment was about in a free-response question. Inspired by the exit survey in Chen
and Li (2009), participants were also asked how closely attached they felt to their group throughout
the experiment on a scale from 1 to 10.

3

Results of Lab Experiment

Figure 1 graphically depicts the main result of the experiment: participants’ average guesses about
their assigned X respond strongly and linearly to in-group test run wins, while they do not respond at all to out-group test run wins. Each additional in-group test run win observed increases
the average guess of X by about 10 percentage points. Each pairwise diﬀerence in Figure 1a is
statistically significant (p ∼ 0.015 for zero wins vs one win, and p < 0.01 for the rest), while the
pairwise diﬀerences in Figure 1b are insignificant and vary in sign.

Table 3 confirms the findings in Figure 1 and extends them to the subsequent price list switch
point. Since each row of the price list increased the sure payment by $0.50, the coeﬃcient in the
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Table 3: Regressing Beliefs and Switch Point Choices on Test Run Wins
(1)
Believed
Own X

(2)
Price List
Switch Point

(3)
Believed
Own X

(4)
Price List
Switch Point

10.435***
(1.213)

0.441***
(0.151)

10.899***
(1.850)

0.546**
(0.231)

0.189
(1.188)

0.095
(0.148)

1.605
(1.728)

-0.007
(0.216)

In-group wins × In-group
information on left

-0.866
(2.504)

-0.171
(0.313)

Out-group wins × In-group
information on left

-2.659
(2.420)

0.199
(0.302)

Observed in-group test run wins
Observed out-group test run wins

Male indicator

5.077**
(2.121)

0.417
(0.264)

4.678**
(2.148)

0.430
(0.268)

Age in years

-0.221
(0.424)

-0.012
(0.053)

-0.311
(0.440)

-0.021
(0.055)

Risk tolerance

-0.045
(0.661)

0.145*
(0.082)

-0.102
(0.667)

0.143*
(0.083)

Observations
Adjusted R2

232
0.245

232
0.047

232
0.241

232
0.038

* p < 0.1, ** p < 0.05, *** p < 0.01, group-clustered standard errors in parentheses
Notes: “Number of in-group (out-group) test run wins observed” refers to the three in-group (out-group)
hypothetical draws of the lottery with X chance of winning $5 (based on others’ unobserved assigned X values)
which participants observed prior to guessing their own X. Participants were informed that these draws were for
informational purposes only and did not aﬀect others’ payoﬀs. “Reported belief about own X” was reported on a
slider over integers between 0 to 100. “In-group information on left” is an indicator variable which equals 1 when
the participant saw the information about their own group in the left-hand column of the table in which test run
results were reported. For an example of this table, see Figure 1. All regressions include controls for priming
conditions explained in Appendix Section B.

second column of Table 3 can be approximately interpreted as an average increase of $0.22 in the
certainty equivalent of the lottery with X chance of winning $5 for each additional in-group test
run win observed. While the Dohmen et al. (2011) measure of self-reported risk tolerance on a
10-point scale was still positively associated with the switch point, the number of in-group wins
observed was a much stronger predictor, suggesting that the information caused some individuals
to make a choice they would not have if they had accurate beliefs about X. To rule out salience of
left-column information as a mechanism of the eﬀect, columns 3 and 4 add an interaction term for
both in-group and out-group wins observed with an indicator for the participant seeing their own
group’s information on the left; the interaction terms are insignificant in all cases.
In summary, Figure 1 and Table 3 demonstrate that when provided group-labeled information
about others’ outcomes in a risky environment, even in the absence of a plausible reason to believe
individual outcomes are predicted by group membership, individuals’ beliefs respond strongly to
10

in-group information while ignoring out-group information. As a consequence, when the in-group
information is not representative of the expected value, they end up with incorrect beliefs. It is
important to acknowledge that in this environment, any updating based on the information is likely
to lead to incorrect beliefs, since others’ outcomes are entirely irrelevant to an individual’s prospects.
However, conditional on failing to recognize the irrelevance of the information, individuals would
have been better oﬀ on average updating based on the proportion of wins among all six test runs
observed, regardless of group. About 30% of participants (69 out of 232) observed 3 total wins out
of 6 test run results. Assuming the participant’s guess of their own X is based on the proportion
of wins they observed, this would coincide with X = 50. Instead, among the 3 in-group test run
wins participants actually took into account, observing 50% wins was not possible,4 meaning that
all possible signals were not representative of the true expected value.

3.1

Heterogeneity and Potential Mechanisms

The results in Table 4 reflect two significant moderators of the eﬀect of in-group information.
Column 1 suggests that the eﬀect is strongly positively related to the amount participants allocated
to the in-group receiver. In other words, the more individuals allocated to their group-mate, the
more their X guess responded to observed in-group wins in the decision stage, and vice-versa.
Because all participants completed their allocation after seeing the test runs and guessing their X,
it is not technically possible to conclusively determine the direction of causality in this relationship.5
However, the notion that observing more in-group wins led participants to allocate more to the
in-group receiver is unintuitive; if anything, one would expect the opposite, as individuals who saw
their group-mates losing in the decision stage might have used the allocation as an opportunity
to compensate for this if they are inequality averse or concerned with fairness (Cappelen et al.
2016, 2017, Charness and Rabin 2002, Fehr and Schmidt 1999). It is more intuitively likely that
individuals who came in to the experiment with a stronger pre-existing group bias, reflected in their
allocation, were in turn more likely to believe in-group information was relevant to them while outgroup information was not. The results in column 2 of Table 4 reflect a similar, albeit weaker,
positive relationship between the response to in-group information and self-reported attachment
to one’s own group during the experiment. As one would expect, the two measures of group
identification used in columns 1 and 2 respectively are positively correlated (ρ ∼ 0.4), so it is
unsurprising that both interaction eﬀects go in the same direction. Similarly, in both cases, there
is a null eﬀect of group identification on the response to out-group information, ruling out the
possibility that stronger group identifiers simply paid more attention to information in general.
4

Since participants observed 3 in-group wins, the possible numbers (percentages) of wins they incorporated into
their guess of their own X were 0 (0%), 1 (33%), 2 (67%), or 3 (100%). None of these outcomes coincide with the
expected value of 50%. Assuming individuals begin with a prior of X = 50, this means that posterior guesses after
observing test runs will always trend away from the true expected value.
5
This was purposeful to avoid generating experimenter demand eﬀects. If participants completed the in-group
out-group allocation before seeing the group-labeled information, it may have become obvious that the experiment
was about in-group bias, thereby confounding the main result. While allocations may have been influenced by test
run information, given the central focus of the paper, this is preferable to the other way around.
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Table 4: Group Identification/Favoritism as a Moderator of Response to In-Group Information
(1)
Believed X

(2)
Believed X

Observed in-group test run wins

4.226
(2.904)

7.382***
(2.357)

In-group wins × Amount allocated to in-group receiver

9.761**
(4.278)

In-group wins × Group identification

0.804*
(0.486)

Observed out-group test run wins

0.350
(2.859)

Out-group wins × Amount allocated to in-group receiver

-0.367
(4.315)

Out-group wins × Group identification

0.312
(1.840)

0.038
(0.365)

Amount allocated to in-group receiver

-8.556
(11.093)

Self-reported group identification

-1.763
(1.123)

Male indicator

5.644***
(1.984)

4.577**
(2.000)

Age in years

-0.150
(0.366)

-0.147
(0.361)

Priming: Gender diﬀerences questionnaire

-1.336
(2.244)

-0.526
(2.380)

Priming: Button-pressing task

-0.161
(2.206)

0.332
(2.459)

232
0.256

232
0.253

Observations
Adjusted R2

* p < 0.1, ** p < 0.05, *** p < 0.01, group-clustered standard errors in parentheses
Notes: “Number of in-group (out-group) test run wins observed” refers to the three in-group (out-group)
hypothetical draws of the lottery with X chance of winning $5 (based on others’ unobserved assigned X values)
which participants observed prior to guessing their own X. Participants were informed that these draws were for
informational purposes only and did not aﬀect others’ payoﬀs. “Reported belief about own X” was reported on a
slider over integers between 0 to 100. “Amount allocated to in-group receiver” refers to the amount participants
allocated to the in-group receiver when asked to allocate $1 between an in-group receiver and an out-group receiver.
“Group identification” refers to the participants’ response of how attached they felt to their group throughout the
experiment on a scale from 1 to 10.
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Figure 2: Session-Level Beliefs about Men and Women by Test Run Wins Observed

Belief about average X
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3.2

Session-Level Beliefs

In the exit survey, participants were asked about the average assigned X among men and women
respectively on a 5-point Likert scale ranging from “Women’s average X was much higher than
men’s” to “Men’s average X was much higher than women’s.” These session-level beliefs complement participants’ guesses of their own X in two ways. First, they shed light on whether
participants apply their belief about their own X to others in the same broader category, not just
those in the same constructed group.6 Second, the session-level beliefs provide a way to determine
whether or not out-group information was maintained in participants’ working memory during the
experiment. The ignoring of out-group information demonstrated in Figure 1 and Table 3 could be
consistent with two possible stories: either participants completely ignored out-group information,
perhaps not even bothering to look at it; or participants did acknowledge out-group information,
but consciously decided it was not relevant to their own X.
Figure 2 and Table 5 show the responses of session-level beliefs to the test run wins observed in
the decision stage. Participants’ beliefs linearly respond to the diﬀerence in wins between men and
women, respectively, in the appropriate direction. Across all possible information observed, there
is a slight bias toward men; the average belief among individuals who observed the same number
of wins among men and women is significantly diﬀerent from 3 (i.e., “Men and women had roughly
the same average X ” on the scale), and among participants who observed one less win among men
6
Technically, there were two layers of “groups” in the experiment: the broader categories of “men” and “women”
respectively, and then the specific subgroups of 4 into which participants were placed, which were nested within the
broader gender-based groups. Because of this, the session-level beliefs are necessary to rule out the possibility that
individuals considered the information about their specific group of four as diagnostic of their own prospects, but not
reflective of their gender’s prospects as a whole.
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Table 5: Session-Level Belief Regressions
Dependent variable: Belief about relative average X for men and women
(5-point Likert scale, 1 = Women’s X was much higher than men’s; 5 = Men’s X was much
higher than women’s)
(1)
(2)
Men test run wins - Women test run wins
Men test run wins - Women test run wins
× Male indicator

0.402***
(0.041)

0.503***
(0.058)
-0.196**
(0.079)

Male indicator

0.032
(0.103)

0.032
(0.099)

Age in years

0.021
(0.017)

0.021
(0.016)

Observations
Adjusted R2

231
0.288

231
0.302

* p < 0.1, ** p < 0.05, *** p < 0.01, group-clustered standard errors in parentheses
Notes: “Men test run wins - Women test run wins” refers to the diﬀerence in outcomes (an integer between -3 and
3) between men and women among the six hypothetical draws of the lottery with X chance of winning $5 (based on
others’ unobserved assigned X values) which participants observed prior to guessing their own X. For example, if
the participant observed 2 wins among men and 1 win among women, this variable takes a value of 2 - 1 = 1.
Participants were informed that these draws were for informational purposes only and did not aﬀect others’ payoﬀs.
The “Belief about average X for men and women” was reported on a 5-point Likert scale from “Women’s X was
much higher than men’s” to “Men’s X was much higher than women’s” and then assigned an integer value between
1 and 5. Note that these regressions have one fewer observation (231 vs 232) than previous tables because one
participant disconnected from the session before answering this question. All regressions included controls for the
priming condition. For explanations of the priming conditions, see Appendix Section B.

than among women, the average belief is almost exactly 3. The degree of bias toward men was
not significantly diﬀerent between men and women, as demonstrated by the coeﬃcient on the male
indicator in Table 5.
Column 2 of Table 5 adds an interaction term for the participant’s own gender. The coeﬃcient,
which is statistically significant, suggests that women’s session-level beliefs responded about 64%
more strongly to the disparities observed in the test runs than men’s. To diﬀerentiate between
positive and negative belief updating, Appendix Table 12 reports separate regressions for optimistic
and pessimistic beliefs about the average X among a participant’s own gender respectively. These
results suggest that women were significantly more likely to believe specifically that the average X
among women was lower than the average X among men if they had observed men outperforming
women in the test runs (i.e., negative belief updating). This provides an interesting contrast to
the results in Appendix Table 11, which suggest there was no significant diﬀerence between men
and women in belief updating about an participant’s own X or subsequent choices based on the
test run information. Taken together, these results provide suggestive evidence that while men
and women’s respective belief updating patterns about their own individual prospects are similar,
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their beliefs about their group as a whole may diverge. In particular, women may be more likely
to interpret “bad news” for themselves as an indication that women in general are or will be worse
oﬀ in that context, while men may be more likely to believe that bad news for themselves reflects
an idiosyncratic anomaly.

3.3

Assessing Experimenter Demand

While recent studies have suggested that experimenter demand eﬀects are modest even when the
researcher explicitly signals their hypothesis in the instructions (de Quidt et al. 2018, Mummolo
and Peterson 2019), it remains a potential concern for this study. Multiple features of the experimental design were intended to mitigate this concern. First, participants’ guess of their own X
and subsequent price list decisions were incentivized, making the distortion of answers to meet the
researcher’s perceived expectations financially costly. In the explanation of these incentives, participants were explicitly told that it was in their best interest to report their true best guess. Second,
the randomized priming conditions7 served the additional function of muddling the purpose of the
experiment, especially because the priming stages took substantially more time than the decision
stage. As discussed in Appendix Section B, the priming appears to have made individuals think
about the intended types of group identification; however, the estimated eﬀects were not significantly diﬀerent across treatments. Therefore participants who had demonstrably diﬀerent beliefs
about the purpose of the experiment exhibited similar responses to in-group information.
Experimenter demand is also unlikely to explain the results in Table 4 on group identification
as a moderator. The eﬀect of in-group information on individuals’ beliefs about their own X
is almost entirely moderated by the amount allocated to the in-group receiver. As a result, for
experimenter demand to explain the eﬀect, participants must have simultaneously anticipated that
the experimenter wanted them to pay attention to in-group test run wins and wanted them to
allocate more to their in-group receiver. While this is technically possible, a much more direct
explanation is that strength of group identification simultaneously influences in-group/out-group
allocations and belief updating responses to group-labeled information.
Finally, in the exit survey, participants were asked (and required to answer) what they thought
the experiment was about in an open response question. In addition to assessing the eﬃcacy of the
priming conditions, this provides a way to determine whether participants could correctly identify
the objective of the experiment. The ideal scenario is that participants thought the experiment
was about something unrelated to the primary outcome (the guess of their own X ) such as gender
diﬀerences/fairness, teamwork in groups, or risk preferences. In total, 146 participants (63% of the
sample) mentioned either the word gender or a related word, such as men, women, male, or female;
23 (10%) mentioned group or team; 61 (26%) mentioned risk, and 41 (18%) mentioned the word
bias. Among those who said bias—perhaps the closest to the research question—many referred to
either the in-group/out-group allocation or one of the priming conditions. Only one participant
explicitly referred to the test runs, while 32 (14%) mentioned the allocation task. Two participants
7

For an explanation of the priming conditions, see Appendix Section B.
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Figure 3: Example of a Joint Probability Distribution Matrix from the Survey

said guess; however, both of these participants were referring to a priming condition as opposed to
the X guess. Overall, participants’ answers suggest that while they understood the purpose of the
priming conditions and allocation task, they could not identify the purpose of the main decision
stage beyond simply measuring “risk preferences,” which was the intended outcome.

4

Design of Supplemental Survey

To supplement the lab experiment described and analyzed in the previous sections, I designed a
survey to be run on the online study recruitment platform Prolific in September 2021. In total,
202 participants completed the survey. The survey was coded in Qualtrics and took an average
of 13 minutes to complete. For their participation, survey respondents were paid a guaranteed $2
and given the opportunity to earn a $1 bonus based on their answers. The bonus was incentivized
using the binarized scoring rule (Hossain and Okui 2013) for their answer to one randomly selected
part of one question. Like the experiment, following the recommendation of Danz et al. (2020), the
binarized scoring rule was not explained in detail to participants; instead, participants were simply
told that their chance of earning the bonus was based on how close their answer was to the correct
answer, and therefore it was in their best interest to report their true best guess for every question.
The survey featured 4 two-part questions in which participants guessed the prevalence of particular health conditions among two demographic groups of Americans. The correct answers were
based on the 2019 National Health Interview Survey. The questions pertained to the following pairs
of health conditions and demographic groups: the respective percentages of men and women who
have ever been diagnosed with any type of cancer, the respective percentages of White and Asian
Americans who have ever been diagnosed with any type of diabetes, the respective percentages
of high school graduates and undergraduate degree holders who have ever been diagnosed with
anxiety, and the respective percentages of 18-29 and 30-39 year olds who have ever been diagnosed
with depression. These questions were presented to participants in a random order.
Participants’ guesses in each question were given in the form of a 3x3 matrix which represented
a binned version of their perceived joint probability distribution of health condition prevalences
by demographic group. Figure 3 provides an example taken directly from the survey of this joint
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probability distribution matrix. Participants were told that one of the cells labeled A through I
contained the correct answer, and were asked to enter their perceived probability (as a number
between 0 and 100) of each particular cell containing the correct answer.
The pairs of health conditions and demographic groups were deliberately selected so that the
true prevalence in the 2019 NHIS is nearly identical between the two groups, and the correct
answer is always contained in Cell E (both prevalences are between 9% and 16% when rounded to
the nearest whole number). This is done to mirror the environment in the experiment in which
the true expected value is the same for both groups. As a result, in every question, the “correct
answer” places a probability of 0 in all cells except Cell E, which is assigned a probability of 100.8
In each question, participants filled in this joint probability distribution matrix twice: once as
a prior, and once as a posterior after seeing the prevalence of the health condition derived from
a subsample of 50 randomly selected individuals in one of the groups. The process for building
this information was to draw ten random subsamples of 50 individuals in each demographic group
from the NHIS with replacement and calculate the prevalence of the associated health condition for
each subsample.9 Then, among these ten subsample prevalences, the minimum and maximum were
selected as information to be shown in the survey. Thus while this information was truly drawn
from a random subsample of 50 individuals in that group, the information participants were shown
was deliberately diﬀerent from the true group mean. The outcome of interest is the diﬀerence
between these posterior and prior beliefs.
Within each question, participants randomly saw either “low” (a subsample which is significantly
lower than the true group prevalence) or “high” information. Similar to the experiment, the
information given has low informational content.10 Information was given about women, white
Americans, 18-29 year olds, and undergraduate degree holders; in all cases, a random sample of
50 comprised approximately 1 percent or less of the total number of NHIS respondents in that
group. As a result, the prevalence among a random sample of 50 is a noisy signal of the true group
prevalence.
8

For simplicity, this assumes the 2019 NHIS is perfectly representative of the population. In the survey, the
question was worded in such a way that it was clear participants were guessing the percentages according to the
survey, as opposed to the true population percentages.
9
Participants in the survey were asked to guess the population-level prevalence of a condition based on a nationally
representative sample of Americans. Thus these calculations took survey sampling weights into account because the
correct answers were based on the weighted proportion of individuals reporting a particular diagnosis in the survey
sample. This is why, for example, participants could be shown a subsample prevalence of 23% of cancer among women
even though a raw proportion of 23% would not be possible in a sample of 50 indivisible units.
10
Unlike the experiment, the informational content is not zero. To calculate the probability that the prevalence
among a random subsample of 50 NHIS respondents in a particular group reflected the correct answer, 10,000 random
samples were drawn with replacement. The percentage of samples with a prevalence between 9% and 16% (the correct
answer in all cases) was 51% for cancer among women, 41% for diabetes among white Americans, 52% for anxiety
among college graduates, and 48% for depression among 18-29 year olds. In all cases, this percentage is greater than
random chance (1/3).

17

Table 6: Survey Sample Demographics
Gender
Male
Female
Non-binary or third gender

0.40
0.58
0.02

Arab/Middle Eastern
Asian/Pacific Islander
Black/African American
Caucasian/White
Hispanic/Latino
Multiple races or other

0.00
0.06
0.12
0.61
0.07
0.13

18-29
30-39
40+

0.58
0.28
0.13

Less than high school
High school graduate
Some college
Undergraduate degree (associate’s or bachelor’s)
Advanced degree (Master’s or higher)

0.01
0.07
0.26
0.36
0.29

Race/Ethnicity

Age Group

Education

5

Results of Supplemental Survey

Table 6 reports the demographics recruited from Prolific for the supplemental survey. The sample
skews more female, younger, and more educated than the general population. However, critically,
the survey sample is closer to balanced in terms of “in-group” and “out-group” relative to the
information given in each question. The groups about which information was provided were deliberately selected to be the anticipated largest groups in the study sample so that comparisons of
in-group versus out-group responses to information would have suﬃcient statistical power. This
was achieved across all types of demographic groups. However, one concern with the sample which
is not represented in Table 6 is that the age-by-gender distributions are not balanced. Women in
the sample were significantly younger on average than men in the sample. Since the main results of
the survey are within-subject diﬀerence-in-diﬀerence comparisons of priors and posteriors by group,
this should not be a concern for internal validity. However, it does potentially confound betweensubject in-group versus out-group updating comparisons, and may limit the generalizability of the
findings if the belief updating patterns of young women are distinct from other population groups.
Tables 7 and 8 show the implied expected values11 for each respective group from participants’
reported joint probability distributions before and after seeing the information. The table displays
participants’ average prior and posterior for each of the two possible information treatments (lower
11

The expected value was calculated using the midpoint of each interval.
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or higher prevalence) separately, since the rational direction of updating diﬀers depending on the
information received. Comparing the average priors to the information provided in each row confirms that in all cases, the lower prevalence information was less than the average prior and the
higher prevalence information was greater, meaning that both upward and downward belief revision
can be observed across all four health condition and demographic group pairs.
In all cases displayed in Tables 7 and 8, individuals significantly update their beliefs based
on the information, and the magnitude of this updating is significantly larger for the group to
which the information pertained. The rightmost column of the table, “Diﬀerence-in-Diﬀerences,”
demonstrates that this diﬀerence is statistically significant at the α = 0.05 level in every case.
Unlike the results of the experiment reported in Section 3, participants in the survey appear not to
treat the groups as entirely separate, updating their beliefs to some extent about the other group
after receiving information specific to a particular group. However, they still appear to believe
across all contexts that the information about a group is substantially more relevant to that group
than to the other group.
In terms of the accuracy of individuals’ beliefs, this information is most harmful in cases where
it reinforces an existing error in the prior. For example, participants came into the experiment
believing that the prevalence of diabetes among white Americans was significantly higher than
the prevalence among Asian Americans, even though the true prevalences in the 2019 NHIS are
nearly identical (both round to 9%). If participants subsequently saw a random sample of 50 white
Americans with a prevalence of 17%, this gap widened, while participants who saw the alternative
sample with a prevalence of 5% end up closer to the correct answer.12 When individuals’ prior
had no significant diﬀerence between the groups, unrepresentative information in either direction
resulted in erroneous diﬀerences in the posterior.
The results in Tables 7 and 8 come with two important caveats. The first is that both priors
and posteriors are quite flat, suggesting that individuals had a large degree of uncertainty. (For
visual depictions of the average priors and posteriors for each question, see Appendix Section E.)
It is likely that unrepresentative information would be easier to dismiss or have less of an eﬀect in
an environment where individuals were more confident in their prior. However, despite this, the
pattern of belief updating on average was sensible, suggesting that participants understood what
to do with the information and how to incorporate it into their answers. The second is that in each
question, only about half of the sample reported a diﬀerent posterior than their prior. While this
may suggest they sensibly disregarded the information, it could also be an artifact of the survey
design, which pre-filled in the participant’s prior when asking them to guess a second time. While
this approach has the advantage of reducing participants’ cognitive load and ensuring that changes
12

Interestingly, in this case, participants’ asymmetric updating across groups actually worked in their favor when
they were shown a subsample of white Americans with a low prevalence of diabetes, because their posterior ended
up both closer to the correct answer because of a general overestimate of diabetes rates in the prior and because
the erroneous perceived diﬀerence between white and Asian Americans in the prior was eliminated in the posterior.
While this simply means participants reached the correct conclusion for the wrong reason, it does suggest that
unrepresentative group-labeled information may actually be useful in some contexts as a brute-force way of correcting
erroneous priors.
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Low Prevalence Information (Women = 3%)
Posterior
Diﬀerence-in-Diﬀerences
Women
Men
Women
12.91
11.51
10.58
-1.15**
(2.88)
(3.10)
(3.58)

High Prevalence Information (White = 17%)
Posterior
Diﬀerence-in-Diﬀerence
Asian
White
Asian
11.11
15.22
11.23
1.22**
(2.88)
(3.10)
(3.58)

Notes: The table displays participants’ average prior and posterior for each of the two possible
information treatments (lower or higher prevalence) separately, since the rational direction of
updating diﬀers depending on the information received. “Diﬀerence-in-Diﬀerences” reports the
following statistic: (Average Posterior Expected Value for Group Represented in Information Average Prior Expected Value for Group Represented in Information) - (Average Posterior
Expected Value for Other Group - Average Prior Expected Value for Other Group). The stars
indicate the p-value comparing this diﬀerence to 0 (* p < 0.1, ** p < 0.05, *** p < 0.01). This
table includes all 202 participants who responded to the survey in all reported statistics.

White
13.88
(3.13)

Prior

Low Prevalence Information (White = 5%)
Prior
Posterior
Diﬀerence-in-Diﬀerences
White
Asian
White
Asian
13.88
11.08
10.97
10.70
-2.52***
(3.13)
(3.36)
(4.10)
(3.34)

Anxiety (Correct Answers: White Americans 9%, Asian Americans 9%)

High Prevalence Information (Women = 23%)
Prior
Posterior
Diﬀerence-in-Diﬀerence
Men
Women
Men
Women
12.24
13.36
13.27
15.48
1.09**
(3.13)
(2.88)
(3.10)
(3.58)

Men
12.69
(3.13)

Prior

Cancer (Correct Answers: Men 9%, Women 10%)

Table 7: Prior and Posterior Expected Values by Group: Cancer and Diabetes
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High Prevalence Information (College Grads = 19%)
Posterior
College Grads
High School Grads
College Grads
14.09
13.63
15.40
(2.65)
(2.98)
(3.58)

Prior
High School Grads
13.31
(3.19)

Prior
High School Grads
13.39
(3.34)

High Prevalence Information (18-29 Year Olds = 20%)
Posterior
30-39 Year Olds
18-29 Year Olds
30-39 Year Olds
13.17
14.97
13.33
(3.00)
(3.00)
(4.01)

0.85**

Diﬀerence-in-Diﬀerence

-0.48**

Diﬀerence-in-Diﬀerences

1.07***

Diﬀerence-in-Diﬀerences

-1.64***

Diﬀerence-in-Diﬀerence

Notes: The table displays participants’ average prior and posterior for each of the two possible information treatments (lower or higher prevalence) separately,
since the rational direction of updating diﬀers depending on the information received. “Diﬀerence-in-Diﬀerences” reports the following statistic: (Average
Posterior Expected Value for Group Represented in Information - Average Prior Expected Value for Group Represented in Information) - (Average Posterior
Expected Value for Other Group - Average Prior Expected Value for Other Group). The stars indicate the p-value comparing this diﬀerence to 0 (* p < 0.1, **
p < 0.05, *** p < 0.01). This table includes all 202 participants who responded to the survey in all reported statistics.

18-29 Year Olds
13.96
(3.40)

Prior

Low Prevalence Information (18-29 Year Olds = 12%)
Prior
Posterior
18-29 Year Olds
30-39 Year Olds
18-29 Year Olds
30-39 Year Olds
14.08
13.32
13.45
13.16
(2.74)
(2.44)
(2.10)
(2.52)

Depression (Correct Answers: 18-29 Year Olds 16%, 30-39 Year Olds 15%)

Low Prevalence Information (College Grads = 8%)
Posterior
High School Grads
College Grads
College Grads
14.30
12.20
11.56
(2.70)
(2.95)
(3.89)

Anxiety (Correct Answers: High School Grads 14%, College Grads 14%)

Table 8: Prior and Posterior Expected Values by Group: Anxiety and Depression

Figure 4: Survey Belief Updating Figures (Updaters Only)
(a) Cancer by Gender

(b) Diabetes by Race
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Change in Expected Value
(Posterior − Prior)

Change in Expected Value
(Posterior − Prior)

5

5

0

−5

0

−5

−10
−10
3%

23%

5%

Information Shown
(Prevalence Among 50 Women)
Men (Out−Group)

17%

Information Shown
(Prevalence Among 50 White Americans)

Women (In−Group)

Asian (Out−Group)

Difference Between Info and Prior Expected Value

White (In−Group)

Difference Between Info and Prior Expected Value

(c) Anxiety by Education

(d) Depression by Age Group

Change in Expected Value
(Posterior − Prior)

Change in Expected Value
(Posterior − Prior)

5.0

2.5

0.0

−2.5

5.0

2.5

0.0

−5.0
−2.5
8%

19%

12%

Information Shown
(Prevalence Among 50 College Grads)
High School (Out−Group)

20%

Information Shown
(Prevalence Among 50 18−29 Year Olds)

College (In−Group)

30−39 (Out−Group)

Difference Between Info and Prior Expected Value

18−29 (In−Group)

Difference Between Info and Prior Expected Value

Notes: The figures above exclude participants whose posteriors were identical to their priors. For versions of these
figures which include these participants, see Appendix Figure 5. All diﬀerences which are statistically significant
excluding these participants are also statistically significant, with a point estimate in the same direction, when
including them. The arrows indicate the expected diﬀerence between prior and posterior if the participant had
placed 100% weight on the information. The height of the bar relative to this arrow can thus be interpreted as the
average weight placed on the signal.
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Table 9: Eﬀect of Membership in Group to Which Information Pertained on Asymmetric Belief
Updating Patterns
Condition
Cancer
Diabetes
Anxiety
Depression

Group Represented in Information
Women
White14
College Grads
18-29 Year Olds

Average Diﬀ-in-Diﬀs13
In-Group Out-Group
1.86
0.89
2.25
1.25
1.21
1.42
0.98
0.23

p-value
0.023**
0.086*
0.673
0.026**

8 Before taking the average, the diﬀerence-in-diﬀerences was multiplied by -1 in the case of low prevalence

information.
9 Because races are not mutually exclusive, the definition of “in-group” in this case is ambiguous. For this

comparison, only individuals who exclusively identified as white are considered “in-group.” (Survey participants
were able to select multiple options in the question about race/ethnicity.) This is in keeping with the NHIS from
which the correct answers were drawn, which classifies individuals of multiple races as separate groups.
Notes: “Diﬀerence-in-Diﬀerences” reports the following statistic: (Average Posterior Expected Value for Group
Represented in Information - Average Prior Expected Value for Group Represented in Information) - (Average
Posterior Expected Value for Other Group - Average Prior Expected Value for Other Group). The stars indicate
the p-value comparing this diﬀerence to 0 (* p < 0.1, ** p < 0.05, *** p < 0.01). This table includes all 202
participants who responded to the survey in all reported statistics.

in their answers are conscious and intentional, it also allowed participants who simply wanted to
get through as quickly as possible to proceed without thinking. However, if this is the case, it
simply biases the diﬀerences in Tables 7 and 8 toward zero.
Figure 4 graphically depicts the belief updating patterns among survey respondents whose
posterior diﬀered from their prior. In each figure, the dashed line arrow provides a benchmark for
respondents’ belief updating if they had replaced their prior with exactly the information they were
provided (i.e., placed 100% weight on the signal). Across the four health condition and demographic
group pairs, in-group updating based on the information (i.e., the diﬀerence between the prior and
posterior divided by the diﬀerence between the prior and the information) varies from 38% to 92%,
while out-group updating varies from 4% to 38%.
Table 9 shows that in 3 out of 4 cases, the degree of asymmetric updating between groups
was largest for individuals who are themselves members of the group to which the information
pertained. Put another way, when shown information about their own group, individuals responded
more strongly to the information on average, and their response was more skewed toward their
own group. This demonstrates an intuitive corollary of the results of the experiment reported
in Section 3: while in the experiment, individuals treated information about their own group as
highly relevant to them and information about other groups as irrelevant, in the survey, individuals
treated information about their own group as highly relevant to their group and less relevant to
other groups.
The only case in which this did not apply was for college graduates in the question about the
prevalence of anxiety. There are two potential intuitive reasons for this. First, when asked at the
end of the survey how strong a predictor of health outcomes each of the demographic groups covered
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in the survey was, educational attainment scored significantly lower than the others.15 As a result,
college graduates responding to the survey might have been less likely to think the information
about other college graduates was representative of their own situation, making the information
less personally relevant. Second, when compared to high school graduates who did not go to college,
college graduates likely have more experience with statistical reasoning and therefore may be more
likely to realize the information is noisy and should not strongly influence their beliefs.
While Table 9 provides strong suggestive evidence of an amplifying eﬀect of group membership
on asymmetric responses to group-labeled information, there are limitations to keep in mind. Perhaps most importantly, information was only given about one group in each demographic category.
As a result, it is not possible to explicitly rule out that the groups selected for the information—women, white Americans, and 18-29 year olds—are simply more likely than other groups
to update based on noisy information. Future iterations of the survey which include information
about other groups within the same demographic categories can help address this question more
conclusively. Additionally, because the pool of survey respondents was disproportionately young,
white, and female, it is diﬃcult to conclusively disentangle the eﬀect of membership in a particular
group from other overlapping group identities.

5.1

Comparing Observed Belief Updating to Bayesian Predictions

In this section, I discuss how survey participants’ observed belief updating compares to predicted
Bayesian posteriors based on the true variation in the NHIS data among random subsamples of 50
individuals.16 Unlike the information provided in the experiment described in Section 2, this information has nonzero informational content, meaning that a Bayesian participant would be expected
to update their beliefs after receiving it. In particular, because the condition and demographic
group pairs in the survey were deliberately selected to be cases in which expected outcomes are
not substantially diﬀerent across groups, a Bayesian participant with well-calibrated beliefs about
group diﬀerences would treat the information as equally informative about both groups.17
The results in Table 10 indicate that participants’ observed belief updating was not consistent
with Bayesian predictions based on well-calibrated beliefs about group diﬀerences. The highly significant coeﬃcient (p < 0.01) on the indicator variable for the group represented in the information
strongly rules out the hypothesis that participants on average treated the information as equally
informative about both groups. Column 2 adds an interaction term to assess diﬀerences in asymmetric belief updating across groups based on whether the participant was a member of the group to
15

Each demographic group (age, gender, race, and educational attainment) was scored on a scale from 1 to 5, where
1 was the weakest predictor and 5 was the strongest. For educational attainment, the average score was 2.77; for
race/ethnicity, 3.32; for age group, 3.77; and for gender, 3.45.
16
For more details on exactly how the Bayesian posteriors were calculated, see Appendix Section C.1.
17
Whether or not the level of updating is Bayesian is less clear because participants’ beliefs about the informativeness or representativeness of the information were not elicited. To carefully avoid both deception and experimenter
demand eﬀects, the specific process by which the information was generated was not revealed to participants; they
were simply told that it was “a sample of 50 randomly selected [women/white Americans/college graduates/18-29
year olds].” As a result, participants could have had varying beliefs about the representativeness of the information.
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which the information pertained. While the significant positive interaction term is consistent with
Table 9 in that membership in the group to which the information pertained widens the average
asymmetry in belief updating, the non-interaction term remains positive and significant, meaning
that participants in other groups still systematically perceived the information as more informative
about one group than the other. Columns 3 and 4 of Table 10 repeat the specifications in columns 1
and 2 restricting to only participants who updated their beliefs after the information. Thus, unlike
the coeﬃcients in columns 1 and 2 which are pulled toward zero by the inclusion of participants
who did not update their beliefs based on the information, the coeﬃcients in columns 3 and 4
represent the magnitude of asymmetric updating and deviations from Bayesian predictions among
updaters specifically.18 Finally, while the interaction term with the respondent’s group membership
in column 4 remains positive, it is no longer statistically significant (p = 0.107), suggesting that the
amplifying eﬀect of group membership is predominantly on the extensive margin of belief updating
rather than the intensive margin.
These results comparing observed posteriors to Bayesian predictions are explored in more detail
in the Appendix. Appendix Section C.1 explains the exact process by which the Bayesian posteriors
used in this section were calculated. Appendix Section C.2 reports the results of an alternative specification based on a diﬀerent assumption about individuals’ perception of the representativeness of
the information. Finally, Appendix Section C.3 provides figures which compare observed posteriors
to Bayesian predictions in each condition and demographic group pair, information treatment, and
Bayesian posterior specification, respectively.

6

Conclusion

In a tightly-controlled lab experiment, I find evidence that individuals have biased beliefs about
the relative informativeness of disaggregated information, assuming that information about an individual in a particular category is more informative about others in that category than it is about
others in diﬀerent categories. This bias is apparent even when the underlying data-generating process that assigns individual prospects is explicitly explained to be idiosyncratic. As a result, when
the information they receive is noisy, their posterior beliefs frequently feature exaggerated diﬀerences between categories, which in turn skews their beliefs about their own prospects. Subsequently
acting on these beliefs results in suboptimal choices the individual would not have made if their
beliefs had been correct. In the context of the experiment, this meant that individuals incorrectly
guessed their prospects in a lottery with an unobserved, randomly assigned chance of winning, and
subsequently took on a level of risk that was not consistent with their general risk preferences.
In a supplemental survey, I apply the insights of the experiment to real-world health-related
information. In contexts where there is no true meaningful diﬀerence between categories, I find that
18
The results in this table include participants whose priors assigned zero probability to the interval which contained
the signal. Many of these participants assigned a nonzero probability to the same interval in their posterior, which is
always considered over-inference relative to the Bayesian prediction since Bayes’ rule requires the posterior to assign
zero probability to any event which had been assigned zero probability in the prior. For an alternative version of the
table that excludes individuals with zero priors, see Appendix Table 14.
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Table 10: Comparing Observed Posteriors to Bayesian Predictions: Baseline Model
Dependent variable: Diﬀerence (error) in probability assigned to interval containing the
information between observed posterior and Bayesian prediction
Constant
Group represented in information

-0.014
(0.010)

-0.019
(0.014)

0.030*
(0.016)

0.037
(0.026)

0.124***
(0.014)

0.086***
(0.020)

0.227***
(0.022)

0.197***
(0.036)

Participant is in group represented in information

0.009
(0.020)

-0.012
(0.032)

Group represented in information X Participant
is in group represented in information

0.071**
(0.028)

0.047
(0.046)

Sample
Num.Obs
R2 Adj.

All
1616
0.046

All
1616
0.054

Updaters
834
0.111

Updaters
834
0.111

* p < 0.1, ** p < 0.05, *** p < 0.01
The constant represents the average error relative to the Bayesian predicted posterior in the group not represented
in the information. Negative values indicate under-inference while positive values indicate over-inference. “Group
represented in information” is an indicator variable which equals 1 when the observation contains a belief about the
group to which the information pertained. For example, in the cancer prevalence by gender questiion, “Group
represented in information” equals 1 for beliefs about women and 0 for beliefs about men. “Participant is in group
represented in information” is an indicator variable which equals 1 when the participant to which the observation
pertains is in the group to which the information pertained, regardless of which group the belief is about. In the
same cancer by gender example, “Participant is in group represented in information” equals 1 for all female
participants’ beliefs about men and women. For an explanation of how these Bayesian predictions were calculated,
see Appendix Section C.1.
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individuals apply significantly more weight to the information when updating their beliefs about
the category reflected in the information than they do when updating their beliefs about other
categories. As a result, after observing the information, they frequently end up moving further from
the correct answer than their prior, especially when the information reinforces an existing error in
their prior. In the context of the survey, this meant that participants frequently ended up thinking
two demographic groups had diﬀerent likelihoods of developing a particular health condition when
there was no true significant diﬀerence. Even when their beliefs coincidentally move in the right
direction, it is for the wrong reason. I also find suggestive evidence of an amplifying eﬀect of
personal relevance on the response to information, as individuals appear to update their beliefs
especially strongly when the information pertains to their own category. Finally, by simulating
Bayesian posteriors using the true sampling variation in the National Health Interview Survey data
used to calculate prevalences, I rule out the possibility that the observed belief updating patterns
are consistent with a model of Bayesian updating based on well-calibrated beliefs about group
diﬀerences.
These results demonstrate that individuals may respond to disaggregated information in ways
not predicted by models of belief updating and decision-making under uncertainty if those models
do not take into account individuals’ subjective beliefs about the relative informativeness of each
component of a disaggregated signal. In a fully rational model of belief updating which assumes
the receiver has correct beliefs about the (lack of) significant heterogeneity in prospects across categories, disaggregated information weakly dominates aggregated information conditional on sample
size; in cases where there is significant heterogeneity, disaggregated information provides a less biased estimate of each category’s prospects, and in cases where there is not, the rational receiver will
simply re-aggregate the information by applying the same weight to each component of the signal.
Across the experiment and the survey reported in this paper, participants erroneously assumed
that there was significant heterogeneity when there was not, even when they directly observed the
individually idiosyncratic process from which prospects were assigned. As a result, in order to accurately predict the observed belief updating in the experiment and survey and subsequent choices
in the experiment, one must account for the possibility of a bias in the respective weights receivers
apply to each component of the disaggregated signal.
In terms of policy implications, the results of the experiment and survey are a cautionary tale to
consider when providing information that informs risky behaviors or the take-up of risk mitigation
strategies. Disaggregations of information by age, sex, race, and other first-order demographic
characteristics are ubiquitous, and it is likely instinctual to provide them whether or not a diﬀerence
between subgroups is known or likely. In contexts where group membership strongly predicts
outcomes and each subgroup is suﬃciently large to limit the influence of noise, such disaggregated
information clearly dominates aggregate information for individuals trying to determine their own
prospects. However, if either of these conditions are not met, disaggregated information may be
worse, as those who receive it may inadvertently become convinced of diﬀerences that do not exist.
This may be especially true when the information about the receiver’s own group is inaccurate
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based on the results in Table 9 or when the errors in the information are directionally similar to
errors in the individual’s prior.
While the results in this paper implicate the receivers of the information in multiple overlapping errors in statistical reasoning, it is likely more productive to change the information that is
provided than to try to correct receivers’ processing of it. The interpretation of disaggregated
information is nontrivial: it requires not only an understanding of sample bias and uncertainty
as a function of sample size, but also a correct perception of the correlations across categories,
especially when information is incomplete or unavailable for particular categories of interest. Given
the well-documented diﬃculties people tend to have with accurately perceiving sample biases and
correlations (Ellis and Piccione 2017, Enke 2020, Enke and Zimmermann 2019, Hamill et al. 1980,
Kallir and Sonsino 2009, Levy and Razin 2015a,a, Tversky and Kahneman 1974), this is unlikely
in general. As a result, providers of information should take care when disaggregating information,
only providing it when the average receiver is likely to draw correct conclusions from it.
As a proof-of-concept, I use the experiment data to conduct a back-of-the-envelope counterfactual exercise supposing that group labels had not been provided with the information in the
decision stage. For this exercise, I assume that, in the absence of group labels, the eﬀect of observing any additional test run win would be equal to the observed eﬀect of observing an in-group
test run win . In practice, I fit an alternative version of the regression in column 1 of Table 3
which replaces the number of in-group wins with the percentage of in-group wins, and then use
the resulting coeﬃcients to predict the counterfactual believed X when replacing the percentage
of in-group wins with the percentage of overall wins, regardless of group. The result suggests that
the average deviation (in absolute value) from the optimal guess of X = 50 would have decreased
by about 24%.19 While this is still not the ideal of everyone ignoring the information and simply
guessing X = 50, participants’ beliefs would have been closer to the correct answer on average if
they were encouraged to take a sample of 6 random draws into account instead of 3 simply because
increasing the sample size reduces the noise.20
While the results of the experiment provided suggestive evidence of in-group altruism/favoritism
and group identification/attachment as moderators of selective attention to in-group information,
further research is needed to pin down the exact mechanisms which explain the observed eﬀect.
Further research may also extend the design of the survey described in Section 4 to other contexts
and group structures to assess generalizability, particularly in environments where individuals have
stronger priors. A greater understanding of how selective attention to in-group information influences individual beliefs across contexts would contribute to multiple areas of interest to social
scientists, including systematic diﬀerences in behavior and outcomes across groups (e.g., the “white
19

Because the average deviation from the mean is mechanically lower in a prediction from a linear model than in
the actual data, this compares the prediction using the original data to the prediction using the counterfactual data
to avoid overestimating the reduction.
20
Note that this is only true because every participant’s X was assigned from the same distribution, meaning
that increasing the sample size leads to convergence to the true expected value of the distribution from which the
individual’s X was drawn (i.e., the law of large numbers).
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male eﬀect” in social psychology21 ) as well as the formation of stereotypes and discriminatory beliefs.
Future research may also focus on individuals’ preferences between aggregated and disaggregated
information in contexts where they choose which type of information to receive. In the experiment
and survey reported in this paper, participants always received disaggregated information. In this
way, the experiment and survey represent contexts in which information is designed or curated in a
particular way over which the receiver does not have control. While this is representative of many
real-world contexts, such as an individual receiving daily press releases from their county’s health
department about the spread of COVID-19 or reading a report from their local law enforcement
agency about crime in their area, there are also contexts in which the receiver has more direct
influence over the structure of the information, either by creating the information themselves from
raw data or by choosing between multiple available sources with diﬀerent structures. The results
of this paper suggest that, conditional on receiving disaggregated information in contexts where
prospects do not meaningfully diﬀer across categories, individuals process this information in a
biased way. If this bias also applies to endogenous selection of information—i.e., individuals believe
disaggregated information is better because they expect heterogeneity where there is none and thus
believe disaggregated information is more useful than aggregated—this would imply that simply
changing the level of aggregation of a single information source would not be suﬃcient to prevent
incorrect beliefs about categorical diﬀerences if receivers respond to this change by seeking out
disaggregated alternatives. In this case, direct interventions to debias individuals’ beliefs about
heterogeneity and the relative informativeness of each component of a disaggregated signal may be
necessary.
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A

Additional Experiment Results Tables

Table 11: Gender Diﬀerences in Belief Updating and Switch Point Choices Based on Test Run
Wins
Believed X

Price List Switch Point

Observed in-group test run wins

10.123***
(1.502)

0.443**
(0.214)

In-group wins × Male indicator

0.632
(2.129)

0.027
(0.319)

Observed out-group test run wins

-0.811
(1.776)

0.212
(0.192)

Out-group wins × Male indicator

1.830
(2.372)

-0.207
(0.254)

Male indicator

1.507
(4.786)

0.732
(0.568)

Age in years

-0.264
(0.361)

-0.006
(0.063)

Observations
Adjusted R2

232
0.244

232
0.032

* p < 0.1, ** p < 0.05, *** p < 0.01, group-clustered standard errors in parentheses
Notes: “Number of in-group (out-group) test run wins observed” refers to the three in-group
(out-group) hypothetical draws of the lottery with X chance of winning $5 (based on others’
unobserved assigned X values) which participants observed prior to guessing their own X.
Participants were informed that these draws were for informational purposes only and did not
aﬀect others’ payoﬀs. “Reported belief about own X” was reported on a slider over integers
between 0 to 100. “In-group information on left” is an indicator variable which equals 1 when the
participant saw the information about their own group in the left-hand column of the table in
which test run results were reported. For an example of this table, see Figure 1. All regressions
include controls for priming condition. For an explanation of the priming conditions, see Appendix
Section B.
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Table 12: Alternative Session-Level Belief Regressions
Own group’s
X was higher
In-group test run wins - Out-group test run wins
(In-group test run wins - Out-group test run
wins) × Male indicator
Male indicator
Observations
Adjusted R2

Own group’s
X was lower

0.155***
(0.029)

-0.207***
(0.024)

0.008
(0.038)

0.115***
(0.035)

0.173***
(0.049)

-0.283***
(0.052)

231
0.219

231
0.273

* p < 0.1, ** p < 0.05, *** p < 0.01, group-clustered standard errors in parentheses
Notes: “In-group test run wins - Out-group test run wins” refers to the diﬀerence in outcomes (an integer between
-3 and 3) between the three in-group and three out-group outcomes among the six hypothetical draws of the lottery
with X chance of winning $5 (based on others’ unobserved assigned X values) which participants observed prior to
guessing their own X. For example, if the participant observed 2 wins among their own group and 1 win among the
other group, this variable takes a value of 2 - 1 = 1. Participants were informed that these draws were for
informational purposes only and did not aﬀect others’ payoﬀs. The “Belief about average X for men and women”
was reported on a 5-point Likert scale from “Women’s X was much higher than men’s” to “Men’s X was much
higher than women’s” and then assigned an integer value between 1 and 5. To form the dependent variables in
these regressions, two indicator variables were created: one for participants believing their own gender’s assigned X
was at least slightly higher than the other gender’s on average (i.e., women answering 1 or 2, and men answering 4
or 5), and one for the opposite (i.e., women answering 4 or 5, and men answering 1 or 2). Note that these
regressions have one fewer observation (231 vs 232) than previous tables because one participant disconnected from
the session before answering this question. All regressions included controls for the priming condition. For
explanations of the priming conditions, see Appendix Section B.
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B

Experiment Priming Conditions

Each session was randomly assigned one of three priming conditions: a questionnaire on gender
diﬀerences based on real-world survey data (GenderDiﬀs), a button-pressing task with group-based
incentives (ButtonTask ), or nothing as a control condition (NoStage1 ). In NoStage1 sessions,
subsequent stages of the experiment were relabeled so that participants were not aware other
sessions had an additional stage. Across all sessions, 88 participants completed GenderDiﬀs, 64
participants completed ButtonTask, and 80 participants were assigned NoStage1.
In GenderDiﬀs, participants are asked to guess the percentage of men and women, respectively,
to which a particular statement applies. Each statement is related to a health or economic outcome,
such as life expectancy and average salary for workers in a particular industry, in which men and
women significantly diﬀer. The correct answers are drawn from the 2018 General Social Survey,
U.S. Census Bureau, and CDC. Immediately after making their guesses, participants are shown the
correct answers. At the end of the study, a bonus payment of $2 based on the binarized scoring
rule (Hossain and Okui 2013) is calculated based on a randomly selected guess (i.e., one part, men
or women, of one statement).
In ButtonTask, participants complete two five-minute rounds of the key-pressing task in Ariely
et al. (2009) and DellaVigna and Pope (2018). The task requires participants to alternately press
the “a” and “b” keys on their keyboard to earn payments. The incentive structure is inspired by
Babcock et al. (2015). Specifically, in round 1 of the task, participants earn a piece rate per 100
key presses up to a threshold, and a one-time bonus for meeting or exceeding the threshold as an
individual. In round 2, participants earn the same piece rate up to the threshold, but the bonus is
only earned if everyone in their group meet or exceed the threshold. Participants are not informed
of whether or not they earned this bonus until the end of the experiment session.22
GenderDiﬀs and ButtonTask are designed to prime diﬀerent types of group identification. GenderDiﬀs calls participants’ attention to the diﬀerences between men and women in various contexts.
Because participants are shown the correct answers immediately after each guess, they receive 10
consecutive informative signals with diﬀerent information about men and women; thus when they
receive information about men and women in the decision stage, they might be habituated to
discard information about the other gender as irrelevant to them. By contrast, ButtonTask encourages individuals to feel attached to their group in a way that is not explicitly related to gender.
Instead of encouraging participants to disregard information about other genders, ButtonTask encourages participants to pay special attention to information about their group through a sense of
camaraderie.
In summary, the randomized priming conditions are intended to shed light on the underlying
22
The incentives paid in ButtonTask varied across the two sessions to which it was assigned. In the first, participants
earned $0.10 per 100 presses up to 1,000, and a $1 bonus for meeting or exceeding 1,000 presses. In the second, because
100% of participants met or exceeded the threshold of 1,000 in the first session, incentives were reduced to $0.05 per
100 presses up to 2,000 and a bonus of $1 for meeting or exceeding 2,000 presses. While this means any analysis
based on participants’ actual performance in ButtonTask cannot be pooled across sessions, it should not significantly
impact the priming eﬀect of the stage.
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Table 13: Eﬀect of Priming Conditions on Responses to Test Run Wins
(1)
Believed X
Observed in-group test run wins

8.721***
(1.280)

In-group wins × Gender diﬀerences questionnaire

2.413
(2.374)

In-group wins × Button-pressing task

3.477
(2.651)

Observed out-group test run wins

0.046
(1.915)

Out-group wins × Gender diﬀerences questionnaire

1.006
(2.644)

Out-group wins × Button-pressing task

-1.373
(3.029)

Male indicator

5.008***
(1.900)

Age in years

-0.215
(0.371)

Priming: Gender diﬀerences questionnaire

-5.892
(5.788)

Priming: Button-pressing task

-2.972
(5.407)

Observations
Adjusted R2

232
0.242

* p < 0.1, ** p < 0.05, *** p < 0.01, group-clustered standard errors in parentheses
Notes: “Number of in-group (out-group) test run wins observed” refers to the three in-group (out-group)
hypothetical draws of the lottery with X chance of winning $5 (based on others’ unobserved assigned X values)
which participants observed prior to guessing their own X. Participants were informed that these draws were for
informational purposes only and did not aﬀect others’ payoﬀs. “Reported belief about own X” was reported on a
slider over integers between 0 to 100. For an explanation of each priming condition, see Section 2.

mechanism of the result found in the decision stage. If participants in GenderDiﬀs sessions responded more strongly to in-group information than others, this would suggest identification with
one’s own gender (and lack of identification with other genders) drives the eﬀect. Alternatively,
if participants in ButtonTask responded more strongly, this would suggest identification with a
particular assigned group, possibly irrespective of the trait on which that group assignment was
based, drives the eﬀect. Finally, if there is no diﬀerence between either condition and NoStage1,
this implies that either baseline group identification is strong enough that priming is not required
(i.e., a ceiling eﬀect), or selective attention to in-group information is driven by a belief or trait
which is not influenced by these priming tasks.
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Tables 13 adds interaction terms between observed in-group and out-group wins, respectively,
and the randomized priming conditions, the amount allocated to the in-group receiver, and selfreported attachment to one’s own group throughout the experiment. While the interaction terms
between observed in-group wins and assignment to GenderDiﬀs and ButtonTask respectively (with
the NoStage1 control condition as the reference group) have the expected positive sign, they are
not statistically significant. This is despite the fact that the priming appeared to be eﬀective: when
asked what the experiment was about in the exit survey, GenderDiﬀs participants were 16 percentage points more likely to mention gender, while ButtonTask participants were 20.5 percentage
points less likely compared to NoStage1 (both diﬀerences p < 0.05). There are multiple possible
interpretations of this result. First, the eﬀect of observed in-group wins on an individual’s X guess
was quite strong in NoStage1 ; the non-interaction term in Table 13 implies that even without
a priming task, observing an additional in-group win increased participants’ average X guess by
about 8.7 percentage points. Thus the lack of significance of priming could reflect a ceiling eﬀect.
Alternatively, taken at face value, the lack of a significant eﬀect of priming may indicate that the
types of group identification primed by the priming conditions are unrelated to the mechanism(s)
behind selective attention to in-group information.
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C

Observed Belief Updating and Bayesian Posteriors Continued

C.1

Explanation of Bayesian Posterior Calculation

To calculate Bayesian posteriors from participants’ reported priors, it is necessary to estimate the
respective probabilities of observing a signal within each interval conditional on the correct answer
being within a particular interval, i.e., P (signal in interval x | correct answer in interval y) ∀x, y ∈

{1, 2, 3}. Additionally, because survey participants were asked to guess the population prevalence
of a health condition among all individuals in a particular demographic group based on a nationally

representative survey sample, it is necessary to take the survey sampling weights into account when
estimating these probabilities, since the correct answer is the weighted proportion of individuals
reporting a particular diagnosis in the sample.23
To estimate the necessary probabilities to calculate Bayesian posteriors, I implement a bootstrap approach with constructed counterfactual datasets derived from the NHIS which simulate the
correct answer being in each respective interval. In the results reported in Section 5.1, I assume
that participants’ beliefs about the proportional likelihood of each integer within a particular interval are uniformly distributed; in other words, if a participant assigns probability x to the correct
answer being in the first interval (0% to 8%), I assume they assign probability

x
9

to each integer

{0, 1, 2, ..., 7, 8}. In accordance with this, the counterfactual NHIS datasets simulate true prevalences that are uniformly distributed within each interval respectively. Later in this section, I report
results based on an alternative assumption that participants’ beliefs are skewed toward the closest
values within each interval to the midpoint (12.5%) of the entire range of possible percentages (0%
to 25%), thus using counterfactual datasets simulating true prevalences of 8%, 12.5%, and 17%,
respectively.
These counterfactual datasets are constructed by replacing the value of the binary outcome
variable for a randomly selected subsample of individuals within the relevant demographic group
(women, white Americans, college graduates, and 18-29 year olds) until the prevalence is contained
within the intended interval. In other words, I first specify a target interval (low, middle, or high),
then randomly select a specific target prevalence from the uniform distribution over that interval,
and then randomly select a subset of individuals whose diagnoses (or lack thereof) are replaced in
the counterfactual dataset so that the resulting prevalence approximates the target. As an example,
in the true 2019 NHIS data, the prevalence of any type of cancer among women is approximately
10.2%. To construct a counterfactual dataset which simulates a prevalence in the low interval, I first
make one draw of a target prevalence from the uniform distribution U (0, 8.5).24 Suppose the draw
is 4%. I then randomly select approximately

10.2−4
10.2

= 60.8% of women in the NHIS who indicate

a cancer diagnosis and replace this value with a non-diagnosis so that the resulting prevalence
is approximately 4%. To simulate a higher prevalence, I replace values of the outcome variable
23
If survey weights were not used, the expected value for the prevalence among a subsample of 50 would be the
raw frequency of the condition in the survey sample rather than the population estimate.
24
I include prevalences up to, but not including, 8.5 because the correct answer is rounded to the nearest integer,
meaning that e.g. a prevalence of 8.3% is contained in the low interval.
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for a random subset of individuals in the opposite way; for example, to simulate a prevalence
of 21%, I randomly select approximately

10.8
89.2

= 12.1% of women without a cancer diagnosis and

replace this value with a diagnosis. I then draw a random sample of 50 women from each of these
counterfactual datasets and record the prevalence derived from this subsample. This entire process,
including the random draw of target prevalence from the uniform distribution over the interval,
random reassignment of diagnosis values, and the subsequent random subsample of 50, is repeated
10,000 times for each interval.
Under the assumption that participants correctly perceived the way the information was generated, the main eﬀect of the information for a Bayesian updater is reducing the likelihood that
the correct answer is contained in the diametrically opposed interval. In other words, receiving
a signal in the low interval means it is less likely that the correct answer is in the high interval,
and vice-versa.25 Most importantly, since the health condition and demographic group pairs in the
survey were deliberately selected to be cases in which the true prevalence is nearly identical across
groups, they should proportionally update their beliefs about both groups in the question if they
have well-calibrated beliefs about group diﬀerences.
After calculating the likelihood of observing each possible signal, the Bayesian posterior for each
interval is simply:

P (correct answer in interval x | signal in interval y) =

!

P (signal in interval y | correct answer in interval x) × P (correct answer in interval x)
"
#
P (signal in interval y | correct answer in interval m) × P (correct answer in interval m)

m∈{1,2,3}

Because all three possible signals have a nonzero probability of occurring regardless of the interval containing the correct answer, this posterior is well-defined everywhere. However, in cases where
the prior assigns probability zero to the particular interval containing the signal, the Bayesian posterior is always zero, even though participants’ posteriors may be likely to assign nonzero probability
(Basieva et al. 2017). Since comparing observed posteriors to the Bayesian posterior is a primary
objective of Section 5.1 and this section, this introduces a concern: if a suﬃcient number of participants assigned probability zero to a signal they received but do not follow Bayes’ rule, including
individuals with a prior of zero in the interval containing the signal may make belief updating look
non-Bayesian on average, even if updating from nonzero priors is approximately Bayesian.26 To
25

The likelihood of the minimum prevalence among 10 random samples of 50 drawn from the NHIS being in the
low interval rounds to 100% if the correct answer is in the low interval, 95% if the correct answer is in the middle
interval, and 24% is the correct answer is in the high interval. Likewise, the likelihood of the maximum prevalence
among 10 random samples of 50 drawn from the NHIS being in the high interval rounds to 100% if the correct answer
is in the high interval, 93% if the correct answer is in the middle interval, and 14% if the correct answer is in the
low interval. As a result, a low-prevalence signal is unlikely if the true prevalence is high and vice-versa, but in both
cases, the information does not substantially distinguish between the interval that contains it and the middle interval.
26
For example, an individual who assigned probability zero to the interval containing the signal and assigned a
probability of 50% to this interval in the posterior is considered to have overinferred by 50 percentage points, which
is a large positive outlier.
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Table 14: Comparing Observed Posteriors to Bayesian Predictions: Baseline Model (Excludes Zero
Priors)
Dependent variable: Diﬀerence (error) in probability assigned to interval containing the
information between observed posterior and Bayesian prediction
Constant

-0.033***
(0.009)

-0.039***
(0.014)

-0.003
(0.015)

-0.003
(0.025)

Group represented in information

0.114***
(0.013)

0.080***
(0.019)

0.210***
(0.021)

0.188***
(0.035)

Respondent is in group represented in information
Group represented in information X Participant
is in group represented in information
Sample
Num.Obs
R2 Adj.

0.011
(0.019)
0.064**

0.000
(0.031)
0.036

(0.026)
All
1493
0.047

All
1493
0.056

(0.044)
Updaters
747
0.118

Updaters
747
0.117

* p < 0.1, ** p < 0.05, *** p < 0.01
The constant represents the average error relative to the Bayesian predicted posterior in the group not represented
in the information. Negative values indicate under-inference while positive values indicate over-inference. “Group
represented in information” is an indicator variable which equals 1 when the observation contains a belief about the
group to which the information pertained. For example, in the cancer prevalence by gender question, “Group
represented in information” equals 1 for beliefs about women and 0 for beliefs about men. “Participant is in group
represented in information” is an indicator variable which equals 1 when the participant to which the observation
pertains is in the group to which the information pertained, regardless of which group the belief is about. In the
same cancer by gender example, “Participant is in group represented in information” equals 1 for all female
participants’ beliefs about men and women. For an explanation of how these Bayesian predictions were calculated,
see Appendix Section C.1.
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address this concern, Table 14 replicates the specifications in Table 10 while excluding participants
whose priors assigned zero probability to the interval containing the signal. Among this subsample, the non-Bayesian diﬀerence in updating across groups remains highly statistically significant
(p < 0.01).

C.2

Alternative Specification

The results reported in Section 5.1 assume that participants correctly identified the information
as non-representative. However, because individuals’ beliefs about the representativeness and/or
informativeness of the information were not explicitly elicited, this is uncertain. To account for the
possibility that participants considered the information representative and updated their beliefs
accordingly, the results of this subsection compare observed posteriors to Bayesian posteriors based
on the assumption that the information was derived from a single random sample drawn from the
NHIS of 50 individuals in a particular group.
Under the assumptions of uniform within-interval beliefs and participants perceiving the information as the result of one random draw from the NHIS, the respective probabilities of receiving a
signal which coincides with the simulated correct answer (P (signal in interval x | correct answer in

interval x) ∀x ∈ {1, 2, 3}) are approximately 81% for the low interval, 50% for the middle interval, and 71% for the high interval. As a result, if participants are Bayesian, they should increase
the probability they assign to the interval containing the signal, especially since their priors are
quite flat. Additionally, since the health condition and demographic group pairs in the survey
were deliberately selected to be cases in which the true prevalence is nearly identical across groups,
they should proportionally update their beliefs about both groups in the question if they have
well-calibrated beliefs about group diﬀerences. The results in Tables 15 and 16 confirm that this
key result holds under this alternative assumption, since the coeﬃcient on “Group represented in
information” remains highly statistically significant across all columns of both tables.
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Table 15: Comparing Observed Posteriors to Bayesian Predictions: Alternative Model
Dependent variable: Diﬀerence (error) in probability assigned to interval containing the
information between observed posterior and Bayesian prediction
Constant

-0.291***
(0.011)

-0.283***
(0.017)

-0.247***
(0.018)

-0.215***
(0.030)

Group represented in information

0.120***
(0.016)

0.060**
(0.024)

0.234***
(0.026)

0.180***
(0.043)

Participant is in group represented in information
Group represented in information X Participant
is in group represented in information
Sample
Num.Obs
R2 Adj.

All
1616
0.033

-0.015
(0.023)

-0.052
(0.038)

0.112***
(0.032)

0.087
(0.054)

All
1616
0.043

Updaters
834
0.088

Updaters
834
0.088

* p < 0.1, ** p < 0.05, *** p < 0.01
The constant represents the average error relative to the Bayesian predicted posterior in the group not represented
in the information. Negative values indicate under-inference while positive values indicate over-inference. “Group
represented in information” is an indicator variable which equals 1 when the observation contains a belief about the
group to which the information pertained. For example, in the cancer prevalence by gender questiion, “Group
represented in information” equals 1 for beliefs about women and 0 for beliefs about men. “Participant is in group
represented in information” is an indicator variable which equals 1 when the participant to which the observation
pertains is in the group to which the information pertained, regardless of which group the belief is about. In the
same cancer by gender example, “Participant is in group represented in information” equals 1 for all female
participants’ beliefs about men and women. For an explanation of how these Bayesian predictions were calculated,
see Appendix Section C.1.
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Table 16: Comparing Observed Posteriors to Bayesian Predictions: Alternative Model (Excludes
Zero Priors)
Dependent variable: Diﬀerence (error) in probability assigned to interval containing the
information between observed posterior and Bayesian prediction
Constant

-0.336***
(0.010)

-0.331***
(0.014)

-0.311***
(0.016)

-0.296***
(0.026)

Group represented in information

0.112***
(0.014)

0.061***
(0.020)

0.216***
(0.022)

0.177***
(0.037)

Respondent is in group represented in information
Group represented in information X Participant
is in group represented in information
Sample
Num.Obs
R2 Adj.

All
1493
0.042

-0.009
(0.019)

-0.023
(0.033)

0.096***
(0.027)

0.063
(0.046)

All
1493
0.054

Updaters
747
0.112

Updaters
747
0.112

* p < 0.1, ** p < 0.05, *** p < 0.01
The constant represents the average error relative to the Bayesian predicted posterior in the group not represented
in the information. Negative values indicate under-inference while positive values indicate over-inference. “Group
represented in information” is an indicator variable which equals 1 when the observation contains a belief about the
group to which the information pertained. For example, in the cancer prevalence by gender questiion, “Group
represented in information” equals 1 for beliefs about women and 0 for beliefs about men. “Participant is in group
represented in information” is an indicator variable which equals 1 when the participant to which the observation
pertains is in the group to which the information pertained, regardless of which group the belief is about. In the
same cancer by gender example, “Participant is in group represented in information” equals 1 for all female
participants’ beliefs about men and women. For an explanation of how these Bayesian predictions were calculated,
see Appendix Section C.1.
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C.3
C.3.1

Observed Belief Updating and Bayesian Posterior Figures
Main Specification

Info: Women = 3% (Low), All

Info: Women = 23% (High), All
1.00

Posterior Probability

Posterior Probability

1.00

0.75

0.50

0.25

0.00

0.50

0.25

0.00
Low Interval
(0% to 8%)

Mid Interval
(9% to 16%)

High Interval
(17% to 25%)

Low Interval
(0% to 8%)

Mid Interval
(9% to 16%)

High Interval
(17% to 25%)

Women (Observed)

Women (Bayesian)

Women (Observed)

Women (Bayesian)

Men (Observed)

Men (Bayesian)

Men (Observed)

Men (Bayesian)

Info: White = 5% (Low), All

Info: White = 17% (High), All
1.00

Posterior Probability

1.00

Posterior Probability

0.75

0.75

0.50

0.25

0.00

0.75

0.50

0.25

0.00
Low Interval
(0% to 8%)

Mid Interval
(9% to 16%)

High Interval
(17% to 25%)

Low Interval
(0% to 8%)

Mid Interval
(9% to 16%)

High Interval
(17% to 25%)

White (Observed)

White (Bayesian)

White (Observed)

White (Bayesian)

Asian (Observed)

Asian (Bayesian)

Asian (Observed)

Asian (Bayesian)
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Info: College = 8% (Low), All

Info: College = 19% (High), All
1.00

Posterior Probability

Posterior Probability

1.00

0.75

0.50

0.25

0.00

0.50

0.25

0.00
Low Interval
(0% to 8%)

Mid Interval
(9% to 16%)

High Interval
(17% to 25%)

Low Interval
(0% to 8%)

Mid Interval
(9% to 16%)

High Interval
(17% to 25%)

College (Observed)

College (Bayesian)

College (Observed)

College (Bayesian)

High School (Observed)

High School (Bayesian)

High School (Observed)

High School (Bayesian)

Info: 18−29 Year Olds = 12% (Mid), All

Info: 18−29 Year Olds = 20% (High), All
1.00

Posterior Probability

1.00

Posterior Probability

0.75

0.75

0.50

0.25

0.00

0.75

0.50

0.25

0.00
Low Interval
(0% to 8%)

Mid Interval
(9% to 16%)

High Interval
(17% to 25%)

Low Interval
(0% to 8%)

Mid Interval
(9% to 16%)

High Interval
(17% to 25%)

18−29 (Observed)

18−29 (Bayesian)

18−29 (Observed)

18−29 (Bayesian)

30−39 (Observed)

30−39 (Bayesian)

30−39 (Observed)

30−39 (Bayesian)
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Info: Women = 3% (Low), Updaters

Info: Women = 23% (High), Updaters
1.00

Posterior Probability

Posterior Probability

1.00

0.75

0.50

0.25

0.00

0.50

0.25

0.00
Low Interval
(0% to 8%)

Mid Interval
(9% to 16%)

High Interval
(17% to 25%)

Low Interval
(0% to 8%)

Mid Interval
(9% to 16%)

High Interval
(17% to 25%)

Women (Observed)

Women (Bayesian)

Women (Observed)

Women (Bayesian)

Men (Observed)

Men (Bayesian)

Men (Observed)

Men (Bayesian)

Info: White = 5% (Low), Updaters

Info: White = 17% (High), Updaters
1.00

Posterior Probability

1.00

Posterior Probability

0.75

0.75

0.50

0.25

0.00

0.75

0.50

0.25

0.00
Low Interval
(0% to 8%)

Mid Interval
(9% to 16%)

High Interval
(17% to 25%)

Low Interval
(0% to 8%)

Mid Interval
(9% to 16%)

High Interval
(17% to 25%)

White (Observed)

White (Bayesian)

White (Observed)

White (Bayesian)

Asian (Observed)

Asian (Bayesian)

Asian (Observed)

Asian (Bayesian)
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Info: College = 8% (Low), Updaters

Info: College = 19% (High), Updaters
1.00

Posterior Probability

Posterior Probability

1.00

0.75

0.50

0.25

0.00

0.50

0.25

0.00
Low Interval
(0% to 8%)

Mid Interval
(9% to 16%)

High Interval
(17% to 25%)

Low Interval
(0% to 8%)

Mid Interval
(9% to 16%)

High Interval
(17% to 25%)

College (Observed)

College (Bayesian)

College (Observed)

College (Bayesian)

High School (Observed)

High School (Bayesian)

High School (Observed)

High School (Bayesian)

Info: 18−29 Year Olds = 12% (Mid), Updaters

Info: 18−29 Year Olds = 20% (High), Updaters
1.00

Posterior Probability
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Posterior Probability
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(0% to 8%)
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(9% to 16%)

High Interval
(17% to 25%)

Low Interval
(0% to 8%)

Mid Interval
(9% to 16%)

High Interval
(17% to 25%)

18−29 (Observed)

18−29 (Bayesian)

18−29 (Observed)

18−29 (Bayesian)

30−39 (Observed)

30−39 (Bayesian)

30−39 (Observed)

30−39 (Bayesian)
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C.3.2

Alternative Specification

Info: Women = 3% (Low), All

Info: Women = 23% (High), All
1.00

Posterior Probability
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(9% to 16%)

High Interval
(17% to 25%)

Women (Observed)

Women (Bayesian)

Women (Observed)

Women (Bayesian)

Men (Observed)

Men (Bayesian)

Men (Observed)

Men (Bayesian)

Info: White = 5% (Low), All

Info: White = 17% (High), All
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Asian (Bayesian)

Asian (Observed)

Asian (Bayesian)
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Info: College = 8% (Low), All

Info: College = 19% (High), All
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Posterior Probability
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0.50
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(17% to 25%)
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High Interval
(17% to 25%)

College (Observed)

College (Bayesian)

College (Observed)

College (Bayesian)

High School (Observed)

High School (Bayesian)

High School (Observed)

High School (Bayesian)

Info: 18−29 Year Olds = 12% (Mid), All

Info: 18−29 Year Olds = 20% (High), All
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30−39 (Observed)
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30−39 (Observed)

30−39 (Bayesian)
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Info: Women = 3% (Low), Updaters

Info: Women = 23% (High), Updaters
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Info: White = 5% (Low), Updaters

Info: White = 17% (High), Updaters
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Info: College = 8% (Low), Updaters

Info: College = 19% (High), Updaters
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Info: 18−29 Year Olds = 12% (Mid), Updaters

Info: 18−29 Year Olds = 20% (High), Updaters
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D

Additional Survey Results
Figure 5: Survey Belief Updating Figures (All Respondents)
(a) Cancer by Gender

(b) Diabetes by Race
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Figure 5: Survey Belief Updating Figures (All Respondents)
(c) Anxiety by Education

(d) Depression by Age Group
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E

Survey Prior and Posterior Figures
Figure 6: Cancer Prevalence by Gender
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Figure 7: Diabetes Prevalence by Race
(b) Posterior (Info: White = 5%)
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Figure 8: Anxiety Prevalence by Education
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Figure 9: Depression Prevalence by Age Group

High

10%

16%

14%

Mid

10%

15%

14%

Low

7%

7%

8%

Mid

High

Low

(b) Posterior (Info: 18-29 Year Olds = 12%)

18−29 Year Olds

18−29 Year Olds

(a) Prior (Info: 18-29 Year Olds = 12%)

High

9%

10%

11%

Mid

13%

20%

18%

Low

5%

7%

7%

Mid

High

Low

30−39 Year Olds

30−39 Year Olds

High

10%

14%

18%

Mid

10%

12%

11%

Low

9%

9%

8%

Mid

High

Low

(d) Posterior (Info: 18-29 Year Olds = 20%)

18−29 Year Olds

18−29 Year Olds

(c) Prior (Info: 18-29 Year Olds = 20%)

High

13%

17%

21%

Mid

9%

9%

10%

Low

7%

7%

7%

Mid

High

Low

30−39 Year Olds

30−39 Year Olds

62

